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Algorithm Adaptivity in STAPL

� Problem: Parallel algorithms highly sensitive to:
– Architecture – number of processors, memory 

interconnection, cache, available resources, etc
– Environment – thread management, memory 

allocation, operating system policies, etc
– Data Characteristics – input type, layout, etc

� Solution: 
– Adaptively choose the best algorithm from a library of 

options at run-time.  
– Integrate approach into STAPL so that customization is

transparent to end user.



Applications in Transport Problems

� Choice of spatial discretization
– Weighted Diamond, Corner Balance, DFEM, …

� Preconditioner
– Sweep, Sweep + TSA, Sweep + DSA

– Block Sweeps, Block Inverses, …

� Solver
– Richardson, GMRES, BICG, …

� Identify domain specific attributes



Adaptive Framework

Overview of Approach

� Given
Multiple implementation choices 
for the same high level algorithm.

� STAPL installation
Analyze each pAlgorithm’s 
performance on system and 
create a selection model.

� Program execution
Gather parameters, query model,  
and use predicted algorithm.

Installation Benchmarks
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Model generation

Installation Benchmarking
– Occurs once per platform, during STAPL installation
– Choose parameters that may affect performance (i.e., 

num procs, input size, algorithm specific…)
– Choose parameter ranges for platform 

(i.e., P=1..N, input_size=100M..200M) 
currently manual, can automate with machine info

– Choose sampling of instance space
– Insert timings from runs into performance database

Installation Benchmarks



Performance Database

� General – can handle various algorithms/problems with 
differing profiling needs.

� Dynamic – parameters additions supported, can 
continuously changed gathered statistics.

� Also used as TAXI nightly/weekly timing infrastructure
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Model Generation

Goal
– Create a model to predict the “winning” algorithm in 

each case.  No attempt is made to model the absolute 
performance of the algorithms.

Generic interface enables learners to compete 
– Decision tree (C4.5) – recursively construct tree, 

minimizing entropy
– Neural network – back propagation refines linear 

models of internal nodes.  Forward propagation 
computes value at output nodes for classification.

– Bayes naïve classifier – predictions based on 
computing conditional probabilities.

– Model selection based on estimated accuracies
(10-way validation test).

Model



Runtime Algorithm Selection

� Gather parameters
– Immediately available (e.g., num procs)
– Computed (e.g., disorder estimate for sorting)

� Query model and execute
– Model outputted as a function in C++ for querying.

func* predict_pAlgorithm(attribute1, attributes2, ..)
– Query function statically linked at compile time.
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Continuous Learning

� Application periodically notifies framework 
“service” of executed instances.

� Framework must test behavior of 
unselected algorithms.

� Model updated and made available to 
running application (dynamic library).

Architecture &
Environment

Algorithm
Performance

Data Repository

Data Characteristics Runtime Tests

Selected Algorithm

Adaptive Executable

Model



Experiments

� Investigated two operations
– Parallel Sorting

– Parallel Matrix Multiplication

� Three Platforms
– 128 processor SGI Altix

– 1152 nodes, dual proc. Xeon Cluster (MCR)
– 68 nodes, 16 way IBM SMP Cluster (Frost)



Parallel Sorting Algorithms

� Sample Sort
– O(N/P + log (N/P))
– Samples to define processor bucket thresholds
– Scan and distribute elements to buckets
– Each processor sort local elements

� Radix Sort N
– O(N/P)
– Parallel version of linear time sequential approach.  
– Passes over data multiple times, each time considering r bits.

� Column Sort
– O(N/P + log (N/P))
– Requires 4 local sorts and 4 communication steps
– Uses pMatrix data structure for workspace



Sorting Attributes

Attributes used to model sorting decision 
– Processor Count

– Data Type
– Input Size 

– Max Value
� Smaller value ranges may favor radix sort by 

reducing required passes

– Presortedness
� Initial level of disorder known to greatly impact 

performance of sequential algorithms.



Sorting Attributes - Presortedness

� Instance Generation
– Select initial disorder (sorted, reversed, random)

– Randomly displace percentage of elements

� Runtime Characterization
– Sort a sampling of the input data (sample sort)

– Compute normalized average distance
� (abs(idxsorted-idxinitial)) / size(sample)2
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Training Set Creation

1000 Training inputs per platform by uniform

random sampling of space defined below:

(100K..20M)*P/sizeof(T)Input Size

Displacement 0..20% of N**

sorted, reverse sorted, randomInput Order

N/1000, N/100, N/10, N, 3N, MAX_INTMax Value

int, doubleData Type

2, 4, 8, 16, 32, 64Processors*

ValueParameter

*P = 64 linux cluster, frost

**only for sorted and reverse sorted



Model Error Rate
Model accuracy with all training inputs is 94%, 98% and 94%
on Cluster, Altix, and SMP Cluster (Decision Tree)



Validation Set

80M, 120MInput Size

Displacement 5% of N**

sorted, reverse sorted, randomInput Order

N/1000, NMax Value

int, doubleData Type

2, 4, 8, 16, 32, 64Processors*

ValueParameter

*P = 64 linux cluster, frost

**only for sorted and reverse sorted

None of validation instances present during training



Parallel Sorting: Experimental Results

Altix Model 
Decision Tree

Validation (N=120M) on Altix



Altix Cluster                      SMPCluster
F(p, dist_norm)                          F(p, n, dt, dist_norm, max)                          F(p, n, dt, dist_norm, max)



Sorting - Relative Speedup

� Model obtains 98.8% of the possible performance.

� Next best algorithm (sample) provides only 83%.



Sorting – Relative Error

� Model mispredictions incur average 35% penalty.

� Alternatives incur minimum 170% penalty.



Parallel Matmult Algorithms

� Cannon
– Initial skew of the matrices
– Doesn’t overlap communication with computation
– No extra memory

� Broadcast Multiply Roll (BMR)
– Replaces the initial skewing of the matrices with a broadcast operation
– Broadcast implemented in an asynchronous fashion allows 

communication and computation overlap
– Extra memory to store the broadcasted values

� SUMMA
– Replaces the upward shift for matrix B in BMR with a column wise

broadcast. More opportunities to overlap communication with 
computation.

– Extra memory to store the broadcasted values



*P = 64 linux cluster, frost

**dimension (i.e., NxN)
***MinN=sqrt(200K * P/(3*DataTypeSize))

Block Size*** MinN/max(px; py)..N/max(px; py)

all possible stencils for P)Stencil

sqrt((200K..40M)*P/(3*sizeof(T))Input Size**

Double, complex(double)Data Type

2, 4, 8, 16, 32, 64Processors*

ValueParameter

� 1000 Training inputs per platform by uniform 
random sampling of space defined below:

Training Set Creation



Model Error Rate

� Model accuracy with all training inputs is 90.5% and 
93.8% on Altix and SMP Cluster



Validation Set

*P = 64 linux cluster, frost

None of validation instances present during training

Block Size*** Frost(64,128)  Altix(128,256)

1xP, “most square”Stencil

4000x4000, 6000x6000Input Size**

Double, complex(double)Data Type

2, 4, 8, 16, 32, 64Processors*

ValueParameter



Matrix Multiply on Frost



Matmult - Relative Performance
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Matmult - Relative Error
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Conclusions

� Generic framework for algorithm selection
– important for optimal performance 
– provides accurate models for popular problems
– can be done in manner relatively transparent 

to end user.

� Algorithm specific parameters are important 
for creating accurate model.

� Sampling of instance space is pivotal



Future Work

� Expand use in STAPL pAlgorithms, TAXI
� Refine sampling for training input selection 

– Define space automatically with machine info.
– Dynamically adapt search to refine thresholds.

� Implement online feedback/model refinement
� Include more STAPL specific parameters 

(number of messages, container updates, etc)
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