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Abstract

In this paperwe give a new runztimetechniquefor ®ndingan
optimalparallelexecutionscheduldor a partially parallelloop,i.e.,
aloopwhoseparallelizatiorrequiressynchronizatiornio ensurehat
the iterationsare executedin the correctorder Giventhe original
loop, thecompilergeneratemspectorcodethatperformsruntime
preprocessingf theloop's accesgattern,andschedulercodethat
schedulegandexecutes}the loop iterations. Theinspectoris fully
parallel,usesno synchronizationand canbe appliedto ary loop.
In addition, it canimplementat runttimethe two most effective
transformationgor increasinghe amountof parallelismin aloop:

array privatization and reductionparallelization (elementtwise).

We alsodescribea new scheméor constructingan optimalparallel
executionscheduldor theiterationsof theloop.

1 Intr oduction

To achievse a high level of performancdor a particularprogram
ontoday's supercomputersoftwaredevelopersareoftenforcedto
tediouslyhand-codeoptimizationstailored to a speci®anachine.
Suchhand-codings dif®cult, errorprone, and often not portable
to different machines. Restructuring,or parallelizing, compilers
addresgheseproblemsby detectingand exploiting parallelismin
sequentiaprogramswritten in corventionallanguages.Although
compilertechniquedor the automatiaetectiorof parallelismhave
beenstudiedextensvely over thelasttwo decade$22, 32], current
parallelizingcompilerscannotextract a signi®canfraction of the
availableparallelismin a loop if it hasa complex and/orstatically
insuf®cientlyde®nedccespattern.Thisis anextremelyimportant
issuebecause large classof complex simulationsusedin industry
today have irregular domainsand/ordynamically changinginter
actions. Examplesinclude SPICEfor circuit simulation,DYNA+
3D and PRONTO+3Dfor structuralmechanicsnodeling, GAUS-
SIAN andDMOL for quantunmechanicasimulationof molecules,
CHARMM andDISCOVER for moleculardynamicssimulationof
organicsystemsandFIDAP for modelingcomples uid "ows|[8].

Dueto spacdimitations,this paperis anextendedbstracof [24].
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Thus,sincethe available parallelismin thesegypesof applica-
tions cannotbe determinedstaticallyby presentparallelizingcom-
pilers[6, 8], compile-timeanalysisnustbe complementedby new
methodsapablef automaticallyextractingparallelismatrunttime
Runztimetechniquesireneededecaus¢heaccespatternof some
programscannotbe staticallydeterminedeitherbecausef limita-
tionsof currentanalysisalgorithmsor becaus¢he accespatternis
input datadependent.For example,mostdependeneanalysisal-
gorithmsconsenatively assumealependencewhenpresentedvith
nonzlineaior subscriptegubscripexpressions.

Duringthepastfew yearstechniquefiave been developed for the
runttimeanalysisandschedulingof loops[5, 9,13, 17, 20,23, 25, 26,
27,28, 29, 30, 33,34]. Themajorityofthisworkhasconcentratedn
developingrunttimemethoddor constructingexecutionschedules
for partially parallelloops,i.e.,loopswhoseparallelizatiorrequires
synchronizatiornto ensurethat the iterationsare executedin the
correctorder Given the original, or source loop, most of these
techniquegeneratanspectorcodethat analyzesat runttime,the
cross-iteratiolependenesin theloop,andschedulerfexeaitor code
thatscheduleandexecutesheloopiterationsusingthedependene
informationextractedby theinspectof30].

Our Results. We give a new inspector/schedulentecutormethod
for ®ndinganoptimalparallelexecutionscheduldor a partially par
allel loop. Our inspectoris fully parallel,usesno synchronization,
and can be appliedto ary loop (from which an inspectorcan be
extracted).In addition,ourinspectolcanimplementatrunttimethe
two mosteffective transformationor increasingheamountof par
allelismin aloop: arrayprivatizationandreductionparallelization
(elementtwise).The ability to identify privatizableandreduction
variablesis very powerful sinceit eliminatesthe datadependence
involving thesevariablesandincreaseshe availableparallelismin
theloop. The schedulepartitionsthe setof iterationsinto subsets
calledwavefonts Iterationsin eachwavefrontcanbe executedin
parallel,i.e., thereare no datadependencebetweeniterationsin
a wavefront. Althoughthe wavefrontsthemselesare constructed
oneafteranotherthecomputatiorof eachwavefrontis fully parallel
andrequiresno synchronization.The schedulingcan be dynami-
cally overlappedwith the parallelexecutionof theloopiterationsto
utilize the machinemoreuniformly. Our new methodimproveson
theprevioustechniquesincenoneof themhasall of theseproperties
(acomparisorto previouswork is containedn Sectiord).

2 Preliminaries

In orderto guaranteghe semanticof a loop, the parallelexe-
cutionscheduldor its iterationsmustrespecthe datadependene
relationsbetweerthestatements theloopbody[22, 15,3, 32,35].
Therearethreepossibletypesof dependencebetweentwo state-
mentsthataccesshesamememorylocation: ow (readafterwrite),
anti (write afterread),andoutput(write afterwrite). Flow depen-
dencesxpressafundamentaielationshippboutthedata ow in the
program. Anti and output dependenes,also known as memory-
relateddependencesrecausedy the reuseof memory e.g.,pro-
gramvariables.If thereare ow dependencebetweenaccesses



doi=1,n/2 do i=1,n
s1:  tmp=A(2%) doj=1,m
A(2%) = A(2*%i-1) (a) S1: A() = A() + exp() (b)
S2°  A(2%-1) = tmp enddo
enddo enddo
Figurel:

differentiterationsof aloop,thenthesemanticef theloopcannobe
guaranteedinlesghoseiterationsareexecutedin orderof iteration
numberecaus&aluesthatarecomputedproduced)n aniteration
of theloop areusedconsumedjluringsomelateriteration. If there
areno ow dependenceg but thereareanti or outputdependence
betweeriterationsof a loop, thenthe loop mustbe modi®edo re-
move all suchdependencebeforetheseiterationscanbe executed
in parallel. In somecasesgven ow dependencesanbe removed
by simple algorithm substitution,e.g., reductions. Unfortunately
notall suchsituationscanbehandledef®ciently In orderto remove
certaintypesof dependencetsvo transformationganbeappliedto
theloop: privatizationandreductionparallelization
Privatizationcreatesfor eachprocessocooperatingpn the ex-
ecutionof the loop, private copiesof the programvariablesthat
give rise to anti or outputdependenes(see,e.g.,[7, 18, 19, 31]).
The loop showvn in Figure1(a), is an exampleof a loop that can
be executedin parallelby usingprivatization;the anti dependence
betweenstatemen2 of iteration andstatemenS1 of iteration
, for , canberemored by privatizingthetempo-
rary variabletmp. In this paper the following criterionis usedto
determinenvhethera variablemay be privatized.

Privatization Criterion: Let
thatis referencedn aloop

every readaccesdo anelemenif
to thatsameelemenbf

beasharedarray(or arraysection)
canbe privatizedif andonly if

is precededy a write access
within the sameiterationof

In generaldependenesthataregeneratedby accesse® variables
thatare only usedasworkspacge.g., temporaryariables)within
aniterationcanbeeliminatedby privatizingtheworkspace.

Reductionparallelization is anotherimportant techniquefor
transformingcertaintypesof datadependentoopsfor concurrent
execution.

De®nition: A reductionvariableis avariablewhosevalueis used
in oneassociatre operatiorof theform ,where isthe
associatreoperatoand doesnotoccurin or arywhereelsein
theloop. If theoperatoiis notcommutatve thentheimplementation
of the parallelequivalentreductionoperationis moreconstrained.

Reductiorvariablesarethereforeaccesseth a certainspeci®@at-
tern (which leadsto a characteristiadatadependencgraph). A
simple but typical exampleof a reductionis statemenS1 in Fig-
ure 1(b). The operator is exempli®edby the operatoy the
accesgatternof array is read,modify write, andthefunction
performedby theloopis to adda valuecomputedn eachiteration
to the value storedin Oncereductionvariablesare identi-
®ed methodsareknown for performingthe reductionoperationin
parallel(seee.g.,[11, 14,16, 35]).

3 Run£Time Analysis of Loops

Givenado loop whoseaccesgatterncannotbe staticallyana-
lyzed,compilershavetraditionallygeneratedequentiatode.Since
compilextimedatadependencanalysistechniqguesannotbe used
on suchprogramsmethodsof performingthe analysisat runttime

arerequired. Severaltechnigueshave beendevelopedfor the runt
time analysisand schedulingof loopswith cross-iteratiordepen-
denceg[5, 9, 13, 17, 20, 23, 28, 29, 30, 33, 34]. However, for
variousreasons suchtechniqueshave not achieved wide+spread
usein currentparallelizingcompilers.

In the following we describea new runttimeschemefor con-
structinga parallelexecutionschedulefor the iterationsof a loop.
The generalstructureof our methodis similar to the above cited
runttimetechniques:given the original, or sourceloop, the com-
piler generatenspectorcodethatanalyzesat runttime the cross-
iterationdependencsn theloop, schedulercodethatscheduleshe
loop iterationsusingthe dependenceformation extractedby the
inspectorandexecutorcodethatexecutegheloopiterations.In the
previoustechniquesthe scheduleendtheexecutoraretightly cou-
pledcodeswhicharecollectively referredto asthe executor andthe
inspectorandthe scheduler/gecutorcodesare usually decoupled
[30]. Althoughour methodscanalsointerleare the scheduleand
the executor we treatthemseparatelysincethey do tackledistinct
tasks.

3.1 The Inspector

Inthissectionwedescribenew inspectoschemehatprocesses
thememoryreference# aloopard condructsadatastructurevhich
the schedulecanuseto ef®cientlyassigniterationsto wavefronts.
In addition,ourinspectorcanimplementat runttimetwo important
transformations:(elementtwiseprray privatizationand reduction
parallelization(seeSection2). The ability to identify privatizable
andreductionvariableds very powerful sinceit eliminateghedata
dependencginvolving thesevariables. In particular thesetrans-
formationsincreasethe available parallelismin the loop and also
reducethework requiredof the schedulesinceit neednotconsider
dependencgnvolving suchvariablesvhenit constructsheparallel
executionscheduldor theloop iterations.

Thebasicstratgy of ourmethods for theinspectoto preprocess
thememoryreferencesnddeterminghedatadependencesr each
memorylocationaccessedLater, the scheduleusesthis memory-
locationdependencmformationto determinghedatadependence
betweenthe iterations We describethe methodas appliedto a
sharedarray thatis accessedhroughsubscriptarrays(seeFig-
ure 2(a)). For simplicity, we ®rstconsideronly the problem of
identifying the crossziteratiomependencefor eacharrayelement
(memorylocation). After describingheinspectorwe discusshow
the dependeneinformationit discorerscanbeusedto identify the
array elementsthat are read+only privatizable,or reductionvari-
ables.Theinspectothastwo maintasks.

1. Foreacharrayelement | theinspectorcollectsall therefer
encedo it into anarray/(or list) andstoresthemin iteration
order For eachreferenceit storesthe iteration numberand
accesgype(i.e., reador write) (seeFigure2(b)).

2. For eacharrayelement , theinspectordetermineghe data
dependencebetweerall its referenceandstoregshemin adata
structure  for lateruseby thescheduler

Below we discusshow thereferenceso eacharrayelementan
be collectedandstoredin thearray(or list)y . Assuming is
available we ®rstdescribehow theinspectordetermineshedepen-
dencesamonghereferenceo andcomputeshedatastructure

. Therelationsbetweerthereferenceso canbeorganized
(conceptually)nto anarrayelementdependencgraph . If ad-
jacentreferencesn have differentaccesgypes,thena ow or
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, (c) its dependence

anti dependencexists, andif they arebothwrites, thenan output

dependencis signaled.Thesedependencgarere ectedby parent-

childrelationshipsn . If adjacenteferencesrebothreadsthen

thereis no dependencbetweerthe elementshut they may have a

commonparent(child) in  : thelastwrite preceding®rstwrite

following) themin . For example thedependencgraph  for
is showvnin Figure2(c).

Our goalis to encodethe predecessor/suessorinformation of
the (conceptualflependencgraph  in ahierarchyvector  so
that the schedulercan easily look-up the dependencanformation
for thereferenceso . First,we adda level ®eldto therecords
in , andstorein it thereferences level in the dependencgraph

(seeFigure 2(b)). Then, for eachlevel, we storein the
index (pointerto location)in of the ®rstreferenceat thatlevel.
Speci®cally is anarrayand containstheindex in of
the ®rstreferenceat level |, i.e., will sene asa looktuptable
for the ®rstreferencen atary level (seeFigure2(d)). Notethat
thisimpliesthat  recordghepositionin  of everywrite access
andof the®rstreadaccessn ary run of reads.

We now give anexampleof how thehierarchyvectorsenesasa
look-uptablefor thepredecessoandsuccessisof all theaccesses.
Considetthereadaccesso in the th iteration,which appears
asthe thentryin . ltslevelis , andthusit ®ndsits successor
by looking at the th elementof the hierarchyvector
which containsthe value indicatingthatits successois the th
elementin . Similarly, its predecessas foundby lookingin the

th elementof , whichindicatesthatits predecessds
the th elemenif

Implementing the Inspector. We now considerhow to collectthe
accessew® eacharrayelement into thearrays . Regardless
of thetechniqueusedto constructhesearraysto ensurehe scala-
bility of our methodswve mustprocesgmark) the referenceso the
sharedarray in adoall (seeFigure3(a)and(b)). Thecompu-
tationperformedn themarking operationaill dependuponthe
techniqueusedto constructthearrays . In ary case,notethat
sincewe areinterestedn crosstiteratiodatadependencewve need
only recordat mostonereadand onewrite accessn for ary
particulariteration, i.e., subsequenteadsor writes to in the
sameterationcanbeignored.

Perhapghe simplestmethodof constructinghe elementarrays

doi=1,8 doall p = 1,nproc_

AMW@) =... private integer j
.= A(R(®)) i ; i

work(i) do J—start_(p,nlte,r;,end(p,mter)
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markread(R(]

W(1:8)=[1324356 3] enddo

R(1:8)=[37338333] enddoall

@ (b)
Proc 1 ; 1 |iter Proc 2 index
type
PR \1\, level pR ©

2 |3 6 |78
w r r r r w | r
2133 21213
index
pH indexinpr PH

/\

Figure 3: An exampleof the privateelementarrays  and hierarchy
vectors  (c) whentwo processorsareusedin theinspectordoall  loop
(b) for the sourcedo loop (a).

is to ®rstplacearecordfor eachmemoryreferencento anarray

, andthen sort the recordslexicographicallyby array element
number(®rstkey) anditerationnumber(secondkey). After sorting,
eacharray  will occupya contiguougportion (a subarrayjn the
array In this casethe marking operationssimply recordthe
informationabouttheaccessnto . After thelexicographicsort,
thelevel of eachreferencen canbe computediy a pre®xsum
computation.

However, sincethe rangeof the valuesto be sortedis known
in advance(it is given by the dimensionof the sharedarray ),
a linear time bucket or bin sort can be usedin placeof the more
general lexicographicsort. Moreover, if theinspectors
marking phaseis chunked(i.e., statically scheduled)thenfurther
optimizationis possible.In this case processor will beassigned

iterations through , where is the total
numberof processors, is the numberof iterationsin the loop,
and . The basicideais asfollows. First, in a private

markingphase eachprocessomarksthe referencedn its assigned
iterations,andconstructelementarrays  andhierarchyvectors

asdescribedabove, but only for the referencesin its assigned
iterations Then,in acrosstpocesr analysisphasethehierarchy
vectorsfor the whole iterationspaceof the loop areformedusing
the processorshierarchy(sub)\ectors.

The private marking phaseproceedsasfollows. Let : be
the sharedarray underscrutiry, and supposesachprocessothas
a sepaate array in which to storethe recordsof
the referencedn its set of iterations. Eachrecord containsthe
iteration, type of reference,and level as describedabove. (The
seconddimensionof follows sinceat mostonereadand
onewrite to ary elementneedto be markedin eachiteration,and
eachprocessohas iterations.)Assuminga processomarksits
iterationsn orderof increasingterationnumberit canimmediately
placetherecordgor thereferenceintoits array  in sortedorder
of iterationnumber In additionto the array , eachprocessor
hasa separatearray usedto storethe hierarchy
vectorsfor the referencesn its assignedset of iterations. Again,



assuminghatiterationsareprocesseth increasingrderof iteration
number the hierarchyvectorscanbe®lledin atthe sametime that
thereferencesirerecordedn (seeFigure3(c)).

In the cross-processanalysisphasewe needto ®ndfor each
array element the predecessoiif ary, of the ®rstreference
recordedby eachprocessari.e., we needto ®Il in the value in
processor's hierarchyvectorfor the referencethat immediately
precedeginthedependencegrapgh ) the®rstreferenceo that
wasassignedo processor. Similarly, we must®ndtheimmediate
successaof thelastreferenceo thatwasassignedo processor

Processor can®ndthe predecessorésuccessorsheededor
its hierarchyvectorsby scanningthe arraysof the processor¢ess
than (larger than) . For example,the @?° at the end of
for processorl in Figure 3 would be ®lledin with a pointerto
the ®rstelementin the array of processor2. Hence,the
initial and®nalentriesin thehierarchyectorsalsoneedto storethe
processonumbe thatcontainsgheprede@sa andswcces®r. These
scanscan be mademore ef®cientby maintainingsomeauxiliary
information,e.g.,for eacharrayelementgeachprocessocomputes
thetotalnumberof accessei$ recordedandtheindicesin of the
®rstandlastwrite to thatelement.In ary casewe notethat®Illing
in the processorshierarchyvectorsrequiresa minimal amountof
interprocessocommunicationi.e., it requiresonly a@connecting®
andnota full 2merging® of thedifferenthierarchyvectors.

There are several ways in which the above sketchedanalysis
phasecanbe optimized. For example,in orderto determinewhich
arrayelementsieedpredecessomndsuccessrs(i.e., theelements
with nontemptyarrays ), the processomeedsto check each
row of its array (row of correspondgo the array ).
This could be a costly operationif the dimensionof the original
arrayis large andthe processos assignedterationshave a sparse
accesattern. However, the needto checkeachrow in can
be avoidedby maintaininga list of the nontemptyrows. This list
can be constructedduring the marking phase,and thentraversed
in the analysisphase.Anothersourceof inef®cieng for machines
with mary processorss the searchor a particularpredecessajor
successoinceeachprocessomightneedo look for apredecessor
in all the precedingsucceedingprocessorsiterations.The costof
thesesearchesanbereducedrom to usinga standard
parallel dividetand+conggr 2pairtwise® meging approach16],
where is thetotal numberof processors.

Privatization and Reduction Recognition. The basicinspector
describedibore caneasilybeaugmentedo ®ndthe arrayelements
thatareindependenti.e.,accesseth only oneiteration),read+only
privatizable or reductionvariables We ®rstconsidetheproblemof
identifyingindependentead+onlyandprivatizablearrayelements.
During the markingphasea processomaintainghe statusof each
elementreferencedn its assignedterationswith respectto only
thesdterations In particularif it ®ndshananelemenis writtenin
ary of its assignedterationsthenit is notread+only If anelement
is accessedn morethanone of its assignedterations,thenit is
not independent.If an elementwasreadbeforeit waswritten in
ary of its assignedterations,thenit is not privatizable. Next, the
®nalstatusof eachelementis determinedin the crosstprocessor
analysisphaseasfollows. An elementis independenif andonly
if it was classi®edsindependenby exactly one processgrand
was not referencedn ary otherprocessar An elementis read+
only if and only if it was determinedto be read+onlyby every
processothat referencedt. Similarly, an elementis privatizable
if andonly if it wasprivatizableon every processothataccessed

doall i=1,n

private integer |

do j=start(p,niter),end(p,niter)
markwrite(K(i))
markredux(K(i))
markread(L(i))
markredux(L(i))
markwrite(R(i))

(@) enddo
enddoall

e = A(L()
S3: A(R(D) = A(R()) + exp()
enddo

(b)

Figure4: Thetransformatiorof thedo loopin (a) is shavnin (b). The
markwrite  (markread ) operationraddsarecordto theprocessosarray
(if itsnotaduplicate)andupdateshehierarchyector  appropriately
The markredux operationinvalidatesthe indicatedarray elementas a
reductionvariablesinceit is accessedutsidethe reductionstatemengs3.

it. Thus,the elementscanbe categyorizedby a similar processo
theoneusedto ®ndthe predecesso@ndsuccessorghen®llingin
the processorshierarchyvectors. Finally, if we maintaina linked
list of the nontemptyrows of as mentionedabove, thenthe
rows correspondingo elementghatwerefoundto beindependent,
readtonlyor privatizableareremoredfrom thelist, i.e.,accesset®
theseelementsieechotbeconsideredvhenconstructingheparallel
executionscheduldor theloopiterations.

We now considerthe problemof verifying that a statements
a reductionusing runttimedatadependencanalysis. Recallthat
potentialreductionstatementsire generallyidenti®edby syntacti-
cally matchingthe statementwith the genericreductiontemplate
,where isthereductionvariableand isanassocia-
tive operator The statemenis validatedasa reductionif it canbe
shavnthat is neitherreferencedn nor arywherein theloop
body outsidethe reductionstatementFor example,althoughstate-
mentS3 in theloop in Figure4(a) matchesa reductionstatement,
it is still necessaryo prove thatthe elementof arrayA referenced
in S1 andS2 do not overlapwith thoseaccesseth statement3,
i.e., that: and , for all Lt
turnsoutthatthis conditioncanbetestedn thesamewaythatread+
only and privatizablearray elementsare identi®ed. In particular
duringthemarkingphasewheneeranelemenis accessedutside
the reductionstatementhe processoinvalidatesthat elementasa
reductionvariable. Again, the ®nalstatusof eachelements deter
minedin the crosstprocess analysisphase,.e., an elementis a
reductionvariableif andonly if it wasnot invalidatedas suchby
ary processarThis basicstratgy canbe extendedio handlemore
comple reductionoperationgreferto [24] for details).

Complexity of the Inspector. Theworstcasecompleity of thein-
spectois ,where isthemaximumnumberof references
assignedo eachprocessoand is thetotal numberof processors.
In particular usingthe bucketsortimplementationeachprocessor
spendsconstantime on eachof its accesse the marking
phaseandtheanalysisphasdakestime usinga parallel
dividetand+conger pairtwise memging stratgy [16]. We remark
thatsincethecostof theanalysigphases proportionato thenumber
of distinctelementsaccessedi.e., the numberof nontemptyrows

inthe  array)thecompleity of this phasecouldbe signi®cantly
lessthan if thereare mary repeatedeferencesn the
loop. Also, if , thenthe meigeamongthe processesan

beimprovedto time by chunkingthe  arrays.



3.2 The Scheduler

Theschedulederivesthemorerestrictive iteration-wisedepen-
dencerelationsfrom the memorylocationdependenceformation
found by the inspector A valid parallelexecutionschedulefor a
loopis apartitionof the setof iterationsinto orderedsubsetsalled
wavefonts so that all cross-iteratiordependencego from an it-
erationin alower numberedvavefrontto an iterationin a higher
numberedvavefront. We saythatavalid parallelexecutionschedule
is optimalif it hasa minimumnumberof wavefronts,i.e., is hasas
mary wavefrontsasthelongespath(thecritical path) in thedirected
agyclic graph(dag)describinghecross-iterationlependenesin the
loop. We remarkthatthe schedulerslescribedbelov canbe used
to constructhefull iterationschedulén advance(asdescribedpr
they canbe interleaved with the executor i.e., theiterationscould
be executedasthey arefoundto beready

A simplescheduler A simpleschedulethat®ndsanoptimalsched-
uleis sketchedn Figure5(a). In the®gureanarraywf(i)  stores
thewavefrontfoundfor iteration , theglobalvariabledone "agsiif
all iterationshave beenscheduledrdy(i)  signalsif iteration is
readytobeexecuted|owercasdetters(a,b ) areusedor references
toarrayelementsa.iter  istheiterationwhichcontaingeference
a, andPred(a) is the setof immediatepredecessorsf a in the
arrayelementdependencgraphs. The schedulings performedin
phaseqline 4) so thatin phase the iterationsbelongingto th
wavefrontareidenti®ed.In eachphaseall thereferencesecorded
in the  arraysare processedlines 7+16),andthe predecessors
of all referencesvhoseiterationshave notbeenscheduledline 10)
areexamined.An iterationis notreadyif theiterationsof ary of its
references predecessonwerenot assignedo previous wavefronts
(line 11). After all the referencesre processedall the iterations
areexamined(lines17+19)to seewhich canbeaddedo thecurrent
wavefront: aniteration is ready(line 18)if noneof its references
setrdy(i) to false. Advantagesf this schedulerare thatit is
conceptuallyery simpleandquite easyto implement.

Optimizing the simplescheduler Therearesomesource®f inef®-
cieng in thisschedulerFirst, sinceawrite accesgouldpotentially
have mary @parent°readaccesseft could prove expensve to re-
quireeachwrite to checkall its 2parents9line 10). Fortunatelythis
problemis easily circumwentedby requiringan unscheduledead
accesdo inform its successositerationthatit is notready Then,
a write accesonly needsto checkits predecessoaif the (single)
predecessds alsoawrite.

Anothersourceof inef®cieny arisefrom thefactthateachinner
doall (lines7+16)requiredime to identify unscheduled
iterations(line 9), where s the total numberof accesseso the
sharedarrayand is thenumberof processorsThus,thescheduler
takestime , where is the length of the critical
path. If , thenit cannotbe expectedto offer ary speedup
oversequentiaéxecution,andevenworse,it couldyield slovdowns
for longercritical paths. However, notethatin ary singleiteration
of the schedulerthe only iterationsthatcould potentiallybe added
to the next wavefrontmusthave all their accesseat the lowestun-
scheduledkvelin theirrespectieelementtwisdependencgraphs.
For example,considerthe dependencgraphshavn in Figure5(b).
If iteration2 (level 1) hasnot beenscheduledyet, then none of
the iterationswith accesses higherlevels could be addedto the
currentwavefront. Thus,in eachof the iterationsof the do
while loop, we would like to examineonly thosereferenceshat
arein thetopmostunscheduletkvel of their respectie dependene

wf(1:numiter) = 0
done = .false.
cpl=1
4 do while (done.eq..false.)
rdy(1:numiter) = .true.
done = .true.
doall i=1, numaccess
a = access(i)
if (wf(a.iter) .eq. 0) then
for each (b in Pred(a))
if (wf(b.iter).eq.0) then
done = .false.
rdy(a.iter) = .false. (@
endfor
endif
16 enddoall
17 doall i=1,numiter
18 if (wf(i).eq. O .and. rdy(i).eq..true Wwf(i) = cpl
19 enddoall
cpl=cpl+1
enddo while

P
RPOOON
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Figure5: A simpleschedulefa),andthedependencgraphfor oneof the
memorylocationsaccesseth theloop (b).

graph. First notethatwe caneasilyidentify the accessesn each
level of the array elementdependencgraphssincereferencesre
storedin increasindevel orderin the  arraysandthe arrays
containpointersthe ®rstaccesst eachlevel. To procesonly the
accessean thelowestunscheduletkvel it is usefulto have acount
of thetotal numberof (recordedaccessem eachiterationBwhich
caneasilybe extractedin the markingphase. Then,in the sched-
uler, a countof the numberof readyaccessefor eachiterationis
computedbn a perprocessobasisin the®rstdoall  (lines7+16).
In theseconddoall (lines17+19)thecross-process@umof the
readyaccesgountsfor eachunschedulederationis comparedo
its total accesxount,andif they areequaltheiterationis addedto
the currentwavefront.

In summarywe would expectthe optimizedversionto outper
form the original scheduleif therearemultiple levelsin the array
elementdependencgraphs. Hence,the determinationof which
versionto useshouldbe madeusing knowledgegainedaboutthe
accesgatternby theinspector In [24], we discussvaysto reduce
schedulingoverheadsuch as overlappingwavefront computation
with actualloop executionandusingdynamicreadyqueueg21].

4 A Comparisonwith Previous Methods

We now comparethe methodsdescribedn this paperto sev-
eral other techniqueghat have beenproposedfor analyzingand
schedulingdo loopsat runttime. Most of this work hasconcen-
tratedon developinginspectors. A high level comparisorof the
variousmethodss givenin Tablel.

Methods utilizing critical sections. The methodof Zhu andYew
[34] computeshewavefrontsoneafteranotheusingamethodsimi-



obtains | contains | requires | restricts | privat
optimal serial global typeof or

Method sched | portions | synch loop reduct

[ New [ Yes | No | No | No | PR |

ZY [34] No No Yes No No
MP [20] Yes No Yes No No
KS[13] No No Yes No P
CYT [9] No No Yes No No
SM[28] No No Yes Yes No
SMC[30] Yes Yes Yes Yes No
LZ [17] Yes No Yes Yes No
P[23] No No No No No
RP[25, 26] No No No No PR

Tablel: A comparisorof runtimeparallelizationtechniquesfor do loops.
In thetableentries, and shawv thatthe methodidentitiesprivatizable
andreductionvariables,respectiely. The superscripthave the following
meanings:1, the methodserializesall readaccesses2, performancecan
degradesigni®cantlyin the presencef hotspots3, the scheduler/exedar
isadoacross loop (iterationsarestartedn a wrappedmannerjandbusy
waits are usedto enforcecertaindatadependencest, the inspectorloop
sequentiallytraversegheaccesgpattern;5, themethodis applicableonly to
loopswithout outputdependence(i.e., eachmemorylocationis written at
mostonce);6, themethodidenti®eonly fully parallelloops.

larto thesimplescheduledescribedn Section3.2. Duringaphase,
aniterationis addedto the currentwavefrontif noneof the data
accesseth thatiterationis accessetly ary lower unassigneitera-
tion; the lowestunassignedterationto accessary arrayelements
found usingatomiccompae-and-swagsynchronizatiorprimitives
andashadav versionof thearray Midkiff andPadug[20] extended
this methodto allow concurrentreadsfrom a memorylocationin
multiple iterations. Thesemethodsrun the risk of a severedegra-
dationin performancdor accespatternsontaininghot spots(i.e.,
mary accesse$o the samememorylocation). A featureof them
is thatthey useonly a shadaev versionof the sharedarraywhereas
all othermethodgexcept[23, 25, 26]) unroll theloop andstoreall
accesse® thesharedarray

Krothapalliand Sadayappafil3] proposeda runttimescheme
for remaving anti and output dependencefrom loops. For each
memorylocation, their inspectorcountsthe numberreferencego
it (usingcritical sectionsasin [34]), placesthemin a dynamically
allocatedarray andthen sortsthem by iteration number After
building a dependencgraphfor eachmemorylocation(similar to
our arrays ), the inspectorremores all anti and outputdepen-
dencedy redirectingtheaccesse® dynamicallyallocatedstorage
(using an additionallevel of indirection). Flow dependenceare
enforcedusingfull/empty bits. To our knowledgethisis the only
otherrunttimeprivatizationtechniqueexceptfor the onedescribed
in [25, 26].

Recently Chen, Yew, and Torrellas[9] proposedan inspector
that ®rstbuilds (in private storage)accesdists for eachmemory
locationreferencedn a processos assignedterations(similar to
[13] andour inspectors markingphase exceptthey serializeread
accesses)and then links them acrossprocessorsising a global
Zhu/Yew algorithm[34]. Theirscheduler/gecutorusedoacross
parallelization[28] (seebelow). Althoughthis schemepotentially
haslesscommunicatioroverheadhan[34], it is still sensitveto hot
spotsandtherearecasege.g.,doalls ) in whichit provesinferior
to [34].

Methods for loops without output dependences.This problem

hasalsobeenstudiedextensiely by Saltzetal. [5, 28, 29, 30, 33.
Most of their work assumeshat thereare no outputdependence
in thesourcdoop. In doacross parallelizatior[28], aninspector
®ndsthe (at mostone)iterationin which eachvariableis written.
The scheduler/gecutorstartsiterationsin a wrappedmannerand
processorgusywait until their operandsreavailable. In [30], the
inspectoconstructsvavefrontsthatrespecthe o wdependencdsy
performinga sequentiatopologicalsortof theaccessem theloop,
andthescheduler/gecutorenforcesary antidependencessingold
andnew versionsof eachvariable(possiblesinceeachvariablein
the sourceloop is written at mostonce). Thetopologicalsortcan
be parallelizedsomeavhatusingdoacross parallelization.Leung
andZahorjan[17] proposednethod=f parallelizingthe sequential
inspectorof [30]. In theit sectioningmethod,the loop is chunked
and eachprocessorromputesan optimal schedulefor its chunk,
and then theseschedulesare concatenatedogetherseparatedy
synchronizatiorbarriers. In bootstappingtechnique the inspec-
tor is parallelized(not optimally) using sectioning,but an optimal
scheduléas produced.

Other methods. In contrastto the abore methodswhich place
iterationsin the lowestpossiblewavefront, Polychronopolou§?3]
gives a methodwherewavefrontsare maximal setsof contiguous
iterationswith no cross-iteratiordependenes Dependenceare
detectedusingshadav versionsof the variablesgithersequentially
or in parallelwith theaid of critical sectionsasin [34].

All of theabore mentionednethodsattemptto ®nda valid par
allel executionscheduldor the sourcedo loop. Recentlywe con-
sidereda relatedproblem[25, 2€]: testingat runttimewhether
theloopis fully parallel,i.e., whetherthereareary cross-iteration
dependencsn theloop. Ourinterestin fully parallelloopsis moti-
vatedby the obsenationthatthey arisefrequentlyin realprograms.

5 Implementation and Experimental Results

We preseniexperimentakesultsobtainedon two modestlypar
allel machineswith 8 (Alliant FX/80[1]) and14 processor§Alliant
FX/2800[2]). However, we remarkthatthe resultsscalewith the
numberof processorandthedatasizeandthusthey maybeextrap-
olatedfor massvely parallelprocessoréMPPs) the actualtargetof
our runxtimemethods. To demonstratehat the new methodscan
achieve speedupswe appliedthemto threeloopscontainedn the
PERFECTBenchmarkg44]. To analyzethe overheadincurredby
the methodswe appliedthemto accesgatterngakenfrom actual
programsandto syntheticaccesgpatterns.

The methodsvereimplementedn CedarFortran[12]. Thein-
spectowasessentiallyasdescribedn Section3.1. In particularwe
implementedhebucketsortversionusingseparate and  data
structuredor eachprocessar Eachprocessoconstructed linked
list of thenon-emptyrowsinits  arrayduringthemarkingphase.
Checkdfor independentiead+onlyandprivatizableelementsvere
implementedn the inspector(we have not yetincludedthe testfor
reductionvariables).In theanalysiphasetheseelementsreclassi-
®edatthe sametime thatthe predecessomndsuccessorarefound
for eachrow. An optimizationthatwe did not yet implementwas
the 2pairtwise® meige acrossprocessorsvhen searchingfor pre-
decessorsr successors the analysisphase(or whenclassifying
elementasindependentiead+onlyor privatizable).However, this
isanimportanioptimizationsince aspreviouslynoted withoutit the
analysigphaseof theinspectomayfail to scalewith thenumberof
processorsSinceweimplementedheoptimizedversionof thesim-



ple scheduledescribedn Section3.2, a countof the total number
of accesses eachiterationwascomputedn themarkingphasgno

interprocessocommunicationis neededo determinghesecounts
sinceeachiterationis assignedo a singleprocessor)For simplic-
ity, thescheduleandtheexecutorwerecompletelydecoupledn the
implementationbut betterspeedupshouldbe obtainableby inter

leaving thesetwo tasks(seeSection3.2). We remarkthatthereare
otherissuego beconsideredvhenapplyingthesemethodsn areal
applicationernvironmentsuchasmemoryrequirement@andknown

boundson the sourceloop's available parallelism(referto [24] for

moredetails).

SyntheticLoops

Usingsyntheticloops,we studiedthe sensitvity of the overheadof

themethodgo two characteristicef thesourcedo loop: itsaverage
parallelism (#iterations/ ) andits hotspotdegree(the maximum
numberof repeate@ccesseto ary arrayelement).To simplify the

generatiorof the syntheticworkloads we did notidentify indepen-
dent,read+onlyor privatizableelementsn theanalysiphase.

Averageparallelism. Toisolatetheeffectof theaveragegparallelism
in thesourcdoop ontheoverheadf themethodswe generate@c-
cesspatternghat were assimilar as possiblein all aspectsxcept
for the averageparallelism:eachiterationhadtwo accesse&read
followedby awrite), andevery arrayelementvasaccessedpprox-
imatelytwice.

We would notexpecttheinspectors executiontime to bedepen-
denton the averageparallelismin the sourceloop sinceit is fully
parallel. However, asthe schedulerunsin steps,its execution
time shouldbeinverselycorrelatedwvith the averageparallelism.In
Figures6 and7 we displayresultsfrom aloop with 2048iterations
run on 10 processors.The plot shavs the overheadincurredfor a
loopwith acritical pathlengthof 28Step? As expectedtheoverhead
of theinspectoiis invariantwith thelengthof the critical path,and
thatof the schedulegrows linearly with this length.

We alsostudiedhow overheadspeeduprelatesto averagepar
allelism. The inspectors overheadis independenbf the average
parallelismsinceit is fully parallel. Although, the schedulercon-
sistsof  stepsjt maystill exhibit substantiabpeedupsinceeach
stepis fully parallel. In fact, in Figures8 and 9 we show that
almostidenticalspeedupsareobtainedfor sequentialpartially par
allel, andfully parallelloopsfor boththeinspectorandscheduler
Theslightly diminishedslopeof theinspectors speedugurve after
about10 processorss becauseour implementationdid not usea
apairtwise®meige amongthe processorgSection3.1).

Hotspots. To isolatethe effect of the hotspotdegreein the source
loop on the overheadof the methodswe generatesgimilar access
patternsdiffering only in hotspotdegree: all loopshad2048iter-
ations(eachwith two accessésa critical pathlengthof 40, anda
loopwith hotspotvalue contained referenceso eachof
arrayelements.We would not expectthe methodgo be negatively
affectedby the hot spot degree. In fact, a larger hotspotdegree
impliesfewer non-emptyrowsin the  array andthuswe might
seeimproved resultsin the analysisand schedulingphases. The
resultsin Figure10shaow thatin factthetotal overheadinspector+
scheduler)s nearlythe samefor all hotspotdegrees.

Loopsfrom the MA28 Solver

We appliedthenew methodgo loopsfrom realapplicationsbothto
demonstratéhediversityof partiallyparallelaccesspaternsand aso
to recon®rnthe conclusiongeachedabore using syntheticloops.
For this purposewe choseLoop MA30cd/D0O.120 from MA28 (a
blockedsparsenon-symmetridinear solver [10]). We selectedhis
loop, whichperformstheforward+backwardubstitutiorin the®nal
phaseof theblockedsparsdinearsystensolver, becausé cangen-
eratemary diverseaccesgatternavhenusingthe Harwell-Boeing
matricesasinput. Unfortunately theloop itself is not a goodcan-
didatefor parallelizationsinceit performsvery little work andis
highly imbalanced.

We discusstwo input sets: gemat12which generategl929it-
erations,andbp_1600, which generates8822 iterations. After ex-
tracting and precomputinghe linear recurrencegrom the source
loop (basedon the methodsin [27]), we generatedh parallelin-
spectomandcomputedanoptimalparallelexecutionscheduldor the
loop. The parallelismpro®lesobtained(Figures11 and12) shav
the wavefront sizesof the optimal parallelexecutionscheduleand
illustrate how the sameloop can generatevastly differentdepen-
dencegraphsgiven differentinput. Figure 11 showvs that mostof
the iterationsof the loop canbe executedin the initial wavefronts
( ), which suggestghatinterlearing the wavefrontcom-
putationand executionwould be morebene®ciathanoverlapping
them,sothatparallelizationcanbe abandoneavhenthe sequential
tail of the pro®leis reached. Although in Figure 12 mostof the
iterationsare alsoexecutedin theinitial wavefronts,in this caseit
appearghat somebene®tould be gainedby overlapping,i.e., we
cantakeadwantageof the2pausesin parallelismto computefuture
(hopefullylarger)wavefronts. The histogramsn Figuresl3and14
underscoréheneedor schedulingandexecutionstratgiesthatcan
adaptdynamicallydependingiponthetype of parallelismencoun-
tered. Figures15 and 16 show that overheadspeedups invariant
with the parallelismpro®le. Larger speedupsvere not obtained
sincetheloopis heavily imbalancediueto theblockednatureof the
algorithmusedin MA28.

Perfect Benchmark Loops

We appliedthe methodgo threeloopscontainedn the PERFECT
Benchmarkg44]. In theanalysisphasdt wasfoundthatoneof the
loopswasfully parallel,andthatthe othertwo couldbetransformed
into doalls by privatizingthe sharedarrayundertest. Figures17
through19 show the speedupneasuredor eachloop asafunction
of thenumberof processorsised.As areferencewe give theideal
speedupwhich wasmeasuredisingan optimally parallelized(by
hand)versionof theloop. Thesegraphsshow thatthespeedugcales
with thenumberof processorandis asigni®canpercentagef the
ideal speedup. We note that theseloops could also be identi®ed
by the LRPD test[25, 26], a runttimetestfor identifying fully
parallelloops,i.e.,loopsthatcanbetransformedntodoalls  using
privatizationandreductionparallelization.Althoughthe LRPD test
hasa smalleroverheadthanthe methodspresentedere,it cannot
extractpartial parallelism.

In BDNA+ACTFOR+Loop40, the sharedarray undertestis
accessethroughasubscriparraycomputednsidetheloopwhichis
foundto beprivatizablein theanalysiphasdFigurel7). In MDG=+
INTERFLoopl00Q it is alsofound that the sharedarray under
testis privatizablein the analysisphase(Figure18). In OCEAN=*
FTRVMTxLoop109, all accesseso the sharedarray are found to



be uniquein the analysisphase.Sincethis loop is invoked26,000
times,andaccountgor 40% of the sequentiakxecutiontime of the
programiit is anexcellentcandidatedor schedulereuse[30]. The
accesgatternfor eachinstantiationof the loop is determinedy a
setof ®w scalars. In orderto apply schedulereuse,we checked
whethetthecurrentsetof scalarsnatchedapreviouslyanalyzedset.
If not,thenwe appliedtheparallelizatiortechniquesandif they did
matchthenwe simply executedthe loop asadoall . As canbe
seenin Figure19, with schedulgeusewe obtainscalablespeedups
thatarecomparableo theidealspeedup.

6 Conclusion

Parallelizingstaticallyintractabldoopsat runttimeis animpor
tanttasksinceautomaticcompilextimeparallelizatiorhadstopped
with regular, welltbehaed ,staticallyde®negrogramsbwhichrep-
resenbnly afractionof all applications We believe thataggressie,
dynamictechniguessuch as those describedhere can break this
barrierandextract muchof the availableparallelismfrom eventhe
mostcomplex programs.Thescalabilityof ourmethodensureshat
their runttimeoverheadccanbe reducedo aninsigni®canfraction
of theprograms sequentiaéxecutiontime, whichimpliesthattheir
signi®cancwvill only increasewvith theadventof massvely parallel
processor§MPPs).

Althoughthesenew methodsllustratethe potentialbene®tof
runttimeparallelization thereis still muchwork left to be done.
For example, there are mary potential schedulingstratgies that
needo bestudied.Anotherimportanttaskis to deviseeffective, au-
tomatablestratgiesfor determiningvhenandhow to userunttime
parallelization. Since speedup®btainablefrom runztime paral-
lelizationareupperboundedy theinherentparallelismof theloop,
the compiler needsto estimateobtainableparallelism. Suchesti-
matescan be producedonly throughcollectionand interpretation
of valid statisticsfrom programsn differentapplicationdomains.
The new methodsprovide a usefultool for suchstudiessincethey
determinghedependencgraphandparallelismpro®leof theloop.
It shouldbe notedthat runttimeoverheadcould be signi®cantly
reducedhrougharchitecturasupport.

Weview themethodglesaibedin thispaperasabuildingblodk in
anevolving framevork of runttimeparallelizatiorasa complement
to the existingtechniqueg25, 26, 27].
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Parallelism Profile of MA28/MA28CD/DO_120
Input : BP_1600 — Total Iterations: 822
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Overhead Speedup for MA28/MA28CD/DO_120
Input : GEMAT_12 — Total Iterations: 4929
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Speedup of Loop MDG_INTERF_1000
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Speedup of Loop OCEAN_FTRVMT_109
vs. Number of Processors (FX/2800)
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